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Abstract

BayVAR_R is an R package designed to estimate and analyze Vec-

tor Autoregressive (VAR) models from both a classical (UVAR) and

Bayesian (BVAR) perspective. The package includes functionalities for

the speci�cation, estimation and diagnosis of such a models. It also

provides procedures for forecasting (unconditional and conditional),

dimension reduction (canonical analysis, conditional factor analysis)

and calibration by means of genetic algorithm techniques.
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1 Introduction

BayVAR_R is an R package designed to estimate and analyze Vector Autore-
gressive (VAR) models from both a classical (or frequentist) and Bayesian
(BVAR) perspective. The package includes functionalities for the speci�ca-
tion, estimation and diagnosis of such a models. It also provides procedures
for forecasting (unconditional and conditional), dimension reduction (canon-
ical analysis, conditional factor analysis) and calibration by means of genetic
algorithm techniques.

Its main objective is to provide a �exible computational framework to
be used for analysts engaged in macroeconomic modeling and forecasting.
This package is a radically revamped and extended version of its Matlab
counterparty (Quilis, 2018). BayVAR_R is part of an ongoing research project
so any comment, suggestion, etc. is welcomed.

In the �eld of BVAR modeling, BayVAR_R complements other R packages
such as BVAR (Kuschnig and Vashold, 2020), bvarsv (Krueger, 2015), mfbvar
(Ankargren and Yang, 2019) and, to a lower extent, the bvartools package
(Mohr 2019). Related R packages, mostly focused on the classical (frequen-
tist) estimation of VAR models are vars (Pfa�, 2008), MTS (Tsay and Wood,
2018), BigVAR (Nicholson et al., 2019), tsDyn (Di Narzo et al., 2020) and
VARsignR (Danne, 2021).

The structure of the paper is as follows. The �rst section is devoted to
the UVAR model, presenting a theoretical review of the funcionalities im-
plemented in the package and illustrated by means of an application to real
data. In the second section we present the Bayesian VAR (BVAR) model,
with a special focus on the Normal Inverse Wishart (NIW) prior. Estima-
tion and inference is done by means of the Gibbs Sampler. In this section
we also present the implementation of di�erent prior structures (Minnesta,
own persistence and common persistence) by means of the dummy variables
approach. Again, an application to real data illustrates the use of the proce-
dures. BayVAR_R implements a Genetic Algorithm (GA) method to calibrate
BVAR models. The text ends with some conclusions and future lines of
development. Several appendixes complete the main text, covering mixed
estimation, seasonal priors, details about the NIW prior and a complete list
of all the functions included in BayVAR_R.
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2 Vector Autoregressive Models

Let Zt = (z1,t, z2,t, . . . zk,t)
′ be a vector of observations on k variables at time

t, with t = 1 . . . T . A Vector of Autoregressions (VAR) represents the joint
dynamics of Zt by means of the following p-th order stochastic di�erence
equation:

Zt = c+ Φ1Zt−1 + Φ2Zt−2 + . . .+ ΦpZt−p + Ut, (1)

where c is a vector of k intercepts and Φh, h = 1 . . . p are kxk matrices.
The term Ut represents a vector of zero-mean, white noise Gaussian innova-
tions, which are serially uncorrelated and have a constant variance-covariance
matrix Σ:

Ut ∼ iidN(0, Σ). (2)

VAR models de�ned by (1)-(2) are very general and, depending on the
nature of the matrices Φh and Σ, several cases may arise ranging from stacked
univariate models to completely coupled multivariate models (see, e.g., Stock
and Watson, 2001; Reinsel, 2003; Lütkepohl, 2005; Tsay, 2014).

Table 1: Alternative VAR structures

Σ

Diagonal Full

Φ

Diagonal Univariate AR Uncoupled univariate AR

Triangular Transfer functions System of transfer functions
Full Uncoupled (structural form) VAR Coupled (reduced form) VAR

The �exibility shown in the table 1 is one of the reasons for the widespread
use of VAR models among applied macroeconomists, especially after the
forceful proposal made by Sargent (1979) and Sims (1980).

2.1 Estimation

We can get a compact representation of (1) by means of transposing and
stacking it in matrix form:
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Z =
[
1 Z(1) Z(2) . . . Z(p)

]

c′

Φ′1
Φ′2
...

Φ′p

+ U = XB + U, (3)

where Z represents the Te = T−p e�ective observations on the k variables,
columnwise. The corresponding lagged observations, with h = 1 . . . p, are
stored in Z(h). The Maximum Likelihood Estimates (MLE) of the parameters
of the model (3) are:

B̂ = (X ′X)−1(X ′Y ), (4)

and

Σ̂ =
Û ′Û

Te
, (5)

where Û are the residuals of the model: Û = Z − XB̂. These estimates
allow us to compute the log-likelihood of the model, evaluated at the MLE
(4) and (5).

` = −Te
2

(k (1 + log (2π))) + log
(
|Σ̂|
)
, (6)

The Akaike's and Bayesian information criteria, AIC and BIC respec-
tively, are:

AIC =
−2`

Te
+

2k

Te
, (7)

and

BIC =
−2`

Te
+
kln (k)

Te
. (8)

Making AIC or BIC dependent on the order p of the VAR model, we can
use them to select an appropriate value for p, searching for the minimun value
of AIC or BIC (Choi, 1992; Deniau et al., 1992). An alternative criterion is
based on the pattern and magnitude of the eigenvalues of Φ̂h, computed for
h = 1..hmax. A cuto� pattern at h = p indicates a tentative lag length for
the VAR (Tjøstheim and Paulsen, 1982).
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2.2 State space representation

The State Space (SS) representation of the VAR model (1)-(2) consists of
two equations that de�ne, respectively, the dynamics of a fully observable
state vector (transition or dynamic equation) and the link between the state
vector and the observed time series (state or measurement equation). The
transition equation is:

Zt
Zt−1
...

Zt−p+1


︸ ︷︷ ︸

St

=


c
0
0
0


︸︷︷︸
cs

+


Φ1 . . . Φp−1 Φp

Ik . . . 0 0
...

... · · · ...
0 0 Ik 0


︸ ︷︷ ︸

Fs


Zt−1
Zt−2
...

Zt−p


︸ ︷︷ ︸
St−1

+


Ut
0
...
0


︸ ︷︷ ︸
Vt

. (9)

Writing (9) more compactly:

St = cs (c) + Fs
(
Φ+
)
St−1 + Vt, (10)

being Φ+ =
[
Φ1 . . . Φp−1 Φp

]
. The transition equation encapsulates

any �nite VAR(p) model in an expanded VAR(1) model. Note that the
change of variable used to form (9) generates a state vector St with dimension
kp×1, thus excluding any dimension reduction from the original data set Zt.

The state equation links St and Zt by means of the selection matrix H :

Zt =
[
Ik 0 . . . 0

]︸ ︷︷ ︸
H


Zt
Zt−1
...

Zt−p+1


︸ ︷︷ ︸

St

+Wt. (11)

Writing (11) more compactly:

Zt = HSt +Wt. (12)

Note that, since the linkage between Zt and St is completely deterministic,
Wt = 0 or, alternatively, R = 0 inWt ∼ N(0, R). The SS equations (10)-(12)
are very useful due to their many applications: forecasting (unconditional
as well as conditional), impulse response analysis, Monte Carlo simulation,
stability analysis and Kalman �ltering, among others.
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2.3 Impulse response function and structural VARs

According to (1), a VAR model implies that the ultimate source of variability
of the observed variables lies on the stochastic shock Ut. This fact can be
better appreciated if we rewrite (1) as multivariate linear �lter:

Φp(L)Zt = Ut, (13)

where Φp(L) = I − Φ1L − Φ2L
2 − . . . − ΦpL

p, being L the lag operator
LhZt = Zt−h. Equation (13) allows us to consider Zt as the output from a
multivariate �lter whose input is an iid Gaussian sequence Ut:

Zt = [Φp(L)]−1 Ut = Ψ∞(L)Ut (14)

The mapping from the VAR(p) to an in�nite Vector Moving Average
(VMA) like (14) allows us to compute the impulse response function (IRF),
de�ned as the variation in one componente of the output zi,t+h caused by a
pulse variation in one speci�c component of the input uj,t:

Ψi, j, h =
∂zi,t+h
∂uj,t

. (15)

The IRF can be computed by means of the SS representation (10)-(12)
as follows:

IRFh =
[
H (Fs)

hH ′
]
D−1, (16)

being D a kxk matrix that de�nes the initial impulse.
Let us now turn on how to set D. Among the many possible choices for

D we will consider now the following cases:

1. VMA(∞) dynamics: D = diag (Σ) .

2. Normalized VMA(∞) dynamics: D = Ik.

3. Recursive (Cholesky1): D = P = chol (Σ) .

4. Normalized recursive (Cholesky): D = P (diag (P ))−1/2.

1The Cholesky decomposition veri�es Σ = PP ′, being P a lower triangular matrix.
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In principle, the IRF ameliorates the interpretability of the VAR model, al-
lowing us to inspect the propagation mechanism encapsulated in (13) when
tracking the temporal response of the outputs to controlled changes in the
inputs. However, this tracking is severly hampered due to the contempora-
neous coupling of the inputs (non diagonal Σ) that renders the concept of
"controlled changes" unattainable.

In order to have an interpretable IRF an orthogonalization scheme of
the reduced-form innovations Ut is necessary. In this way, only 3 and 4
provide the required orthogonalization scheme2, allowing us to transform the
reduced-form VAR model (1)-(2) in a Structural VAR (SVAR) model (see,
e.g. Kilian and Lütkepohl, 2017).

2.4 Unconditional forecasting

Forecasting is one of the most important applications of VAR models. The
following box presents an algorithm to compute the forecasting density of a
VAR model by means of Monte Carlo simulation. The algorithm is based
on the SS representation of the VAR and provides both intervals around
a point forecast (e.g. the median of the simulations) as well as individual
paths consistent with the VAR dynamics. These paths may be used for risk
assessment.

Algorithm 1 Monte Carlo forecasting density
Set number of Monte Carlo draws, N, and forecasting horizon, H.
Simulate shocks: U (n)

t+h ∼ iidN(0, Σ) h = 1 . . . H, n = 1 . . . N .
Set initial condition: ZT
for n ⊂ [1, N ]
for h ⊂ [1, H]

S
(n)
T+h = cs + FsS

(n)
T+h−1 + V

(n)
T+h (17)

Z
(n)
T+h = HS

(n)
T+h (18)

This algorithm can be easily modi�ed to cope with non-Gaussian distri-
butions or to consider speci�c paths for the shocks in order to set a speci�c

2Of course, 1 or 2 are not useless: they can be employed to analyze VMA models and
remain valid if Σ is close to a diagonal matrix.
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scenario analysis.

2.5 Conditional forecasting

In certain contexts, exogenous information is available about the expected
evolution of some variables of the VAR model (Doan et al. 1984). This in-
formation can be used to condition the forecasts of the remaining variables
in a way that, being consistent with the estimated dynamics, re�ects the
conditioning path of these variables. The best way to reconcile its exogenous
nature with the endogenous nature of the conditioning variable as implied
by its presence within the VAR, is by means of an explicit structural inter-
pretation of the model, that is, moving from a VAR to a SVAR. For the sake
of simplicity, let us assume a �rst-order SVAR model identi�ed recursively
(Cholesky) and only one conditioning variable:

Zt = c+ ΦZt−1 + Pεt, (19)

where P is the Choleky decomposition of Σ and εt is a vector of struc-
tural shocks with diagonal VCV matrix. We assume that the conditioning
variable leads the system, being placed the �rst in the ordering of elements
of Zt. Projecting equation (19) H steps ahead and moving the unconditional
forecast to the left hand side of the equation, we get:

Zt+H− c

[
H∑
h=0

Φh

]
+ ΦHZt−1︸ ︷︷ ︸ =

unconditional forecast

P

[
H∑
h=0

Φhεt+H−h

]
︸ ︷︷ ︸
structural shocks (acc.)

. (20)

Expressing (20) in compact form:

r = Rε, (21)

where r is a vector of H deviations with respect to the unconditional
forecasts for the conditioning variable, R is a matrix of suitable dimension
that depends on the IRF of the SVAR model and ε is a sequence of structural
shocks that we must determine according to both r (exogenous restriction)
and R (restriction derived from the model dynamics):

ε = R−r = (R′R)
−1
R′r. (22)
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Once we have solved the structural shocks according to (23), we can
project them by means of the IRF and add them to the unconditional fore-
casts of each variable to compute the corresponding conditional forecasts.

2.6 Canonical analysis

Box and Tiao (1977) proposed a methodology that, by means of a sort of
canonical correlation analysis, estimates linear combinations of the observed
time series ranked from most to least predictable. This analysis is based on
the eigen-analysis of the following matrix:

Q = Ik − ΓZ(0)−1Σ̂, (23)

where ΓZ(0) is the contemporaneous variance-covariance matrix of Zt and
Σ̂ is the MLE of Σ. The corresponding ranked eigenvalues are bounded:

0 ≤ λ1 ≤ λ2 ≤ . . . ≤ λk ≤ 1. (24)

Eigenvalues close to 1 (0) denote maximum (minimum) predictability. Using
the same ranking, they can also be interpreted as indicators for the presence
of common non-stationary (stationary) componentes that underlie the joint
dynamics of Zt. More speci�cally, the eigenvectors linked to null eigenvalues
may be used to test for cointegrating relationships (Bewley et al., 1994;
Bossaerts, 1988; Gonzalo, 1994; Bewley and Yang, 1995).

In addition the cointegration analysis, the Box-Tiao canonical ranked
eigenvectors can be used to de�ne a linear trasformation of the observed Zt
that may be used for structural analysis or dimension reduction:

Ct = MZt, (25)

where M is a kxk matrix formed by the eigenvectors linked to the ranked
eigenvalues (21). Note that the canonical variates Ct are contemporaneously
orthogonal.

2.7 VAR-based factor analysis

Tiao et al. (1993) proposed a Principal Components Analysis (PCA) of the
residuals of a multivariate model to de�ne a linear transformation of the ob-
served times series Zt. This transformation can be used as a complementary
analysis of the canonical methodology exposed in the preceding subsection
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or to inform an independent, VAR-based, factor analysis. Let Ξ be the a
kxk matrix formed by the eigenvectors linked to the ranked eigenvalues of Σ̂.
The transformed time series Wt = Ξ−1Zt have also a VAR(p) dynamics as
Zt, but now with orthogonal shocks:

εt = Ξ−1Ut ∼ iidN(0, Λ), (26)

where Λ = diag
(
λΣ1 , λΣ2 , . . . λΣk

)
. Note that this transformation can

be used to map the reduced-form VAR model (1) in a structural-form VAR
model (SVAR) amenable for a proper impulse-response analysis, in addition
to its role as a dimension reduction device. The economic meaning of the
SVAR based on (26) depends on the economic interpretability of the PCA
VAR-based transformation matrix Ξ.

2.8 Diagnostics

We have included two functions designed for checking the adequacy of the
VAR model on two dimensions: normality (Gaussianity) of its residuals and
absence of extreme residuals, both for the corresponding univariate AR mod-
els as well as for the multivariate VAR model. The �rst function, called
normality_check(), computes the Jarque-Bera statistic:

JBuniv =
Te
6

(
Skewness2 +

(Excess kurtosis)2

4

)
, (27)

suitable tailored for the univariate case (scalar form) and for the multi-
variate case (matrix form).

The second function, called molier(), detects the residuals that are in
absolute value far o� from their mean more than a given threshold, de�ned
as multiple of the corresponding σ. The function aggregates the extremes,
preserving their signs, separately for the AR models and for the VAR model.
The comparison between both provides a way to discriminate between joint
and idyosincratic outliers (Tsay et al., 2000).

2.9 Application: VAR modeling using BayVAR_R

In this section we apply some functions from BayVAR_R to a set of �nancial
time series studied by Tiao et al. (1993). The time series are the monthly
interest rates on deposits from the Taiwan money market, with maturities
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1m, 3m and 6m. The sample covers from 1961.03 to 1989.06 (T = 340). The
data can be seen in �gure 1.

Figure 1: Deposit interest rates in Taiwan
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series
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The selection of the lag length can be made searching for the one that
yields the minimum information criteria: Akaike's (AIC) or Bayesian (BIC).
The following script implements the procedure.
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# Choosing VAR's lag length via min AIC/BIC

' *****************************

LOADING DATA & TRANSFORMATIONS

*******************************'

AUX <- import('taiwan.csv')

Z <- as.matrix(AUX); rm(AUX)

' *****************************

MAIN SCRIPT

*******************************'

# Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Maximum lag

p_max <- 14

# Graphic output: 1 (yes), 0 (no)

op_g <- 1

# Lag length determination via AIC/BIC

A1 <- lag_length_VAR(Z, op_c, p_max, op_g)

# Lag length determination via max eigenvalues of CCM[h] and

PHI[h,h]

A2 <- step_VAR(Z, p_max, op_g)

The corresponding graphical output is represented in �gures 2 and 3.
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Figure 2: Interest rates in Taiwan: AIC(p) and BIC(p)
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Both AIC and BIC suggest p = 2 as the appropriate lag length for the
VAR model. However, the pro�le of the maximum eigenvalues of the cross
correlation matrices (CCMs) and the estimates of the last VAR matrix Φ̂h,h

suggest p = 3 or p = 5 as the appropriate lag length for the VAR model
(Tjøstheim and Paulsen,1982). The persistence of the eigenvalues of the
CCMs and the cuto� pattern of the eigenvalues of Φ̂h,h are consistent with
the expected pattern of a VAR model, but not with the one of a VMA or
VARMA model.
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Figure 3: Interest rates in Taiwan: max eigenvalues of CCMs and Φ̂h,h

2 4 6 8

0.
0

1.
0

2.
0

Max eig CCM[h]

Lag: h

2 4 6 8

0.
0

0.
4

0.
8

Max eig PHI[h]

Lag: h

Finally, we select p = 4 as the more encompassing value for the lag length
for the VAR model. This value is also the one selected by Tiao et al. (1993).
The next script presents the R code needed to estimate a VAR(4) model.

# Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Residuals cross-correlation matrices (CCM)

MTS::ccm(res$U, lags = 14)

The results of the estimation are stored in a list res whose inner structure
is showed in �gure 3.
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Figure 4: Output from the uvar() function

The adequacy of the model to the sample can be ascertained by means of
the cross correlation matrices (CCM) of the residuals, which can be computed
using the MTS R package (Tsay and Wood, 2018). As can be seen in the
�gure 4, the CCMs shows no lack of adequacy.3

Figure 5: Residuals Cross Correlation Matrices (CCM)

One way to explore the propagation mechanism of the VAR is by means
of its IRF. Assuming a recursive ordering running from the shortest to the
longest maturity of the deposit interest rates curve, we can compute the IRF

3For space reasons we show only the CCMs up to 5th lag. The remaining CCMs show
exactly the same non signi�cative pattern.
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and use it to inspect the dynamic mechanism of this yield curve. The next
R script performs this task.

# Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Computing IRFs

res1 <- irf_VAR(res, n_irf = 36, op = 3)

The global view of the IRFs shows a notable degree of persistence and a
long-term mean reverting pattern, as can be seen in �gure 5.

Figure 6: Deposit interest rates in Taiwan: Impulse Response Function
(IRF), recursive identi�cation y1m→ y3m→ y6m
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The hump shaped form of the IRF is specially visible when tracking the
delayed response to a σ shock in the short-rate, the leading variable in the
recursive ordering: y1m→ y3m→ y6m.
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Figure 7: Deposit interest rates in Taiwan: IRF to a shock in y1m
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Note also how the response weakens as maturity increases, preserving the
hierarchy implied by the identi�cation ordering

Unconditional forecasts can be generated by means of the Monte Carlo
procedure previously outlined and implemented in the next R script:

# Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Number of forecasts

npred <- 36

# Number of Monte Carlo draws

nMC <- 10000

# Forecasting density

res1 <- forecast_VAR_MC(Z, res, npred, nMC)

The resulting density forecasts are depicted in �gure 7:
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Figure 8: Deposit interest rates in Taiwan: Monte Carlo density forecast
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In a similar way, conditional forecasts can be generated by means of the
next R script. The corresponding BayVAR_R function4 requires z1c as the
exogenous path of the conditioning variable5. This variable is assumed to be
in the the �rst column of the data matrix Z. The length of z1c determines
the number of forecasts.

4forecast_VAR_conditional()
5This function considers only one conditioning variable.
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# Conditioning path for the first variable: +100bp parallel shift

z1c <- c( 10.6201,

11.4460,

11.9708,

12.1912,

12.4009,

12.5391,

12.5665,

12.5485,

12.4994,

12.4123,

12.3015,

12.1772 )

# Calling function to generate conditional forecasts

res1 <- forecast_VAR_conditional(Z, res, z1c)

The corresponding conditional forecasts of y3m are shown in �gure 6 in
comparison with its unconditional forecast, with a ±σ con�dence band. The
parallel shift of y1m has an immediate and signi�cative impact on y3m that
eventually turns probabilistically compatible with the upper part of the un-
conditional forecasting band.
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Figure 9: Deposit interest rates in Taiwan, y3m: conditional and uncondi-
tional forecasts
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The Box-Tiao canonical analysis can be implemented by means of the
following script:

# Setting VAR model

# Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Calling function

res1 <- canonical(Z, res)

The eigenvalues and eigenvectores provided by the the Box-Tiao canonical
analysis are consistent with a no cointegrating latent structure, as can be seen
in the table 1.
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Table 2: Box-Tiao canonical transformation

λ 0.994 0.977 0.948
y1m -0.445 0.768 0.529
y3m -0.356 -0.395 -0.804
y6m 0.822 0.504 0.272

These eigenvectors provide the basis for a linear transformation that un-
cover the existence of three non-stationary latent factors, as can be seen in
�gure 10:

Figure 10: Deposit interest rates in Taiwan: Box-Tiao canonical variates
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The VAR-based PCA transformation can be implemented by means of
the following script:
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# Setting VAR model # Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Calling function

res1 <- factor_VAR(Z, res)

The eigenvalues and eigenvectores provided by this analysis can be seen
in the table 3.

Table 3: VAR-based PCA transformation

λ× 10 2.26 0.071 0.007
y1m 0.581 -0.633 0.512
y3m 0.582 -0.116 -0.805
y6m 0.569 0.765 0.301

These PCA eigenvectors provide the basis for a linear transformation that
uncovers the existence of three non-stationary latent factors as can be seen
in �gure 11. These factors are akin to the ones estimated by means of the
Box-Tiao procedure.
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Figure 11: Deposit interest rates in Taiwan: VAR-based PCA factors
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The �rst factor can be interpreted as a synthetic estimate of the mean
location of the deposit interest rates. The second factor estimates its slope,
proportional on the spread between the long-end and the short-end of the
curve. The third factor is also a contrast but now between the center of the
curve and its extremes (Litterman and Scheinkman, 1984; Litterman et al.,
1988). Interpreted in this way, the factors can be considered as the main
drivers for the di�erent �vibrations modes� of the curve: shifts (positive or
negative parallel displacements), twists (�attening or steepening) or butter-
�ies (increased or decreased curvature) (see, e.g., Wu, 2004; Diebold and
Rudebusch, 2013).

The Jarque-Bera test can be applied by means of the following script.
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# Setting VAR model

# Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Calling function to detect extreme residuals

# Threshold

thr <- 2

res1 <- molier(Z, res, thr)

# Checking residuals normality

res1 <- normality_check(res$U)

The output from the normality_check() function is presented in table
4.

Table 4: Testing for normality: Jarque-Bera statistic

λ Marginal Joint
y1m 14076.29 502739.00
y3m 18920.40
y6m 15440.57

The large values of the JB statistics, marginal as well as joint, do not
support the Gaussianity hypothesis for the time series analyzed here. This
fact may be due to the staggered nature of the deposit interest rates time
series.

The next R script can be used to detect extreme values in the residuals
time series. Note that a small threshold has been selected just to illustrate
the procedure.
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# Setting VAR model # Include intercept (op_c=1) or not (op_c=0)

op_c <- 1

# Lag length

p <- 4

# Calling function to estimate VAR model

res <- uvar(Z, p, op_c)

# Calling function to detecte extreme residuals

# Threshold

thr <- 2

res1 <- molier(Z, res, thr)

# Extracting aggregation of extremes

E_AR <- res1$E_AR

E_VAR <- res1$E_VAR

The detection of extreme values in the univariate residuals (E_AR) and
the multivariate residuals (E_VAR) shows the predominance of idiosyncratic
anomalies, due to the large overlapping of both groups. If these extreme
values are later con�rmed as outliers, a preliminary univariate correction
may be an appropriate procedure.

Figure 12: Residuals: aggregation of univariate and multivariate extremes
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3 Bayesian Vector Autoregressive Models

3.1 General setting

VAR models are prone to overparameterization and, as a consequence, to
over�tting, imprecise estimation and poor forecasting performance. With
the aim of solving these problems, Litterman (1984a, 1984b, 1986), Doan et
al. (1984) and Todd (1984, 1988) proposed imposing probabilistic or inexact
constraints, oriented towards shrinking the size of the parametric space and,
as a result, lessening the above mentioned problems. These restrictions are
amenable to a Bayesian interpretation and may include quite di�erent struc-
tures, depending on the non-sample information that the analyst wants to
incorporate in the model6. Due to its geographical origin, this prior if often
named as 'Minnesota prior' (Velde, 1990; Clement, 2000).

Although we will center on the Minnestota prior, which has a domi-
nant statistical origin, the Bayesian approach can be applied to disparate
prior structures, such as those derived from Dynamic Stochastic General
Equilibrium (DSGE) models (Ingram and Whiteman, 1994; Del Negro and
Schorfheide, 2006) or from views on the steady state of the variables (Villani,
2009).

BVAR models combine the basic structure of the unrestricted VAR mod-
els presented in section 2, with a prior structure on the VAR parameters.
Applying the stacking operator (vec) to equation (3) we get:

y = (Ik �X) β + u = xβ + u, (28)

where the vector β is related to the matrices Φ according to:

β = vec
([

c Φ1 Φ2 . . . Φp

]′)
. (29)

Hence, the distribution of u is:

u ∼ iid N (0, Σ � IT ) . (30)

Model (28) resembles the linear model of the regression analysis. The
Bayesian speci�cation of a VAR model considers that the parameters β and

6VARMAmodels are an alternative way to restrict VARs. Instead of imposing Bayesian
constraints, VARMA models expand the measurement space incorporating the innovations
of previous periods and constraining drastically the corresponding VAR operator (Tiao and
Box, 1981; Tiao, 2001).
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Σ are random variables with speci�c prior distributions. Applying the Bayes
theorem we get:

p (β,Σ | y) =
p (y | β,Σ) p (β,Σ)

p (y)
, (31)

We will consider a hierarchical structure to de�ne the joint prior for β
and Σ:

p (β,Σ) = p (β | Σ) p (Σ) . (32)

The Marginal Likelihood (MrL) is a scalar that plays an important role
for calibrating7 BVAR models but can be skipped for estimating β and Σ.
In this way, combining (31) and (32) we obtain:

p (β,Σ | y) ∝ p (y | β,Σ) p (β | Σ) p (Σ) . (33)

See Karlsson (2012), Blake and Mumtaz (2012) and Miranda-Agrippino
and Ricco (2018), for comprehensive reviews of VAR and BVAR models.

3.2 The Normal - Inverse Wishart (NIW) prior

To be more speci�c, we will assume a conjugate Normal - Inverse Wishart
(NIW) prior for (33). Depending on the choice for p (β | Σ) and p (Σ),
this prior can be more or less informative and, depending on the choice
for p (β | Σ), we can have di�erent dependencies for the parameters β and
Σ. In this way, we can consider the following cases.

• Prior: Flat and di�use case

This is the least informative prior, assuming that both distributions in (32)
are proportional to a constant:

p (β | Σ) = p (β) ∝ constant (34)

and

p (Σ) ∝ |Σ|−(k+1)/2 . (35)

Note that the determinant function measures the �size� of Σ , generating
a scalar as in (34).

7More on this in section 3.6.
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• Prior: Di�use case

This prior is informative for β but not for Σ, whose prior distribution remains
as in (35):

p (β | Σ) = p (β) ∼ N (b0 (f) , V0 (λ, S)) (36)

and

p (Σ) ∝ |Σ|−(k+1)/2 . (37)

In most applications, the prior presented in (36) depends on a set of
hypeparameters λ and scaling matrix S whose exact de�nition completes the
speci�cation of the prior. The (important) role of the hyperparameters is
fully explained in the Appendix A by means of a widely used structure, the
Minnesota prior. Note that (36) also ensures the independence of β and Σ.

• Prior: Independent case

The prior for β remains as in (36) but now the probabilistic behavior of Σ
is characterized by means of an Inverse Wishart (IW) distribution:

p (β | Σ) = p (β) ∼ N (b0 (f) , V0 (λ, S)) (38)

and

Σ ∼ IW (d0, S0). (39)

where the degrees of freedom are set as d0 = k+2 and the scale matrix as
S0 = diag(s20,1, . . . s

2
0,k). Note again that (38) also ensures the independence

of β and Σ.

• Prior: Conjugate case

Finally, we can combine an informative prior both for β and Σ with a de-
pendency of β on Σ:

p (β | Σ) ∼ N(b0 (f) ,Σ⊗H0 (λ, S)) (40)

and

Σ ∼ IW (d0, S0 (λ)), (41)
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where the degrees of freedom are d0 = k+2. The structures of bothH0 (λ, S)
and S0 (λ) are detailed in Appendix C.

In all the four cases, the NIW structure yields two conditional posterior
distributions, one for β and one for Σ, that are critical for the estimation of
the BVAR model and also for making inference and forecasting:

P (β | Σ) ∼ N (b1, V1) (42)

and

P (Σ | β) ∼ IW (d1, S1). (43)

The precise form of b1 and V1 depends on the four cases above considered.

• Conditional Posterior: Flat and di�use case

This is the least informative prior and the results coincide with those obtained
from MLE:

V1 =
(
Σ−1 ⊗ (X ′X)

)−1
, (44)

b1 = V1
((
Σ−1 ⊗X ′

)
y
)
, (45)

and for Σ:

d1 = T S1 = (y − xb1)′ (y − xb1) = Û ′Û (46)

• Conditional Posterior: Di�use case

This prior is informative for β but not for Σ, whose conditional posterior
remains as in (46). As can be seen in equations (47) and (48), the information
from the prior is fully incorporated.

V1 =
(
V −10 +Σ−1 ⊗ (X ′X)

)−1
, (47)

b1 = V1
(
V −10 b0 +

(
Σ−1 ⊗X ′

)
y
)
. (48)

The speci�cation for Σ remains as in the previous case:

d1 = T S1 = (y − xb1)′ (y − xb1) = Û ′Û (49)

30

Electronic copy available at: https://ssrn.com/abstract=4000589



• Conditional Posterior: Independent case

The conditional posterior for β is the same as in the di�use case:

V1 =
(
V −10 +Σ−1 ⊗ (X ′X)

)−1
, (50)

b1 = V1
(
V −10 b0 +

(
Σ−1 ⊗X ′

)
y
)
, (51)

but the conditional posterior for Σ is di�erent:

d1 = d0 + T S1 = S0 + (y − xb1)′ (y − xb1) (52)

• Conditional Posterior: Conjugate case

Again, this case is di�erent both for β and Σ:

V1 = Σ ⊗ (H0 +X ′X)
−1

= Σ ⊗H1, (53)

b1 = vec
(
H1

(
H−10 B0 +X ′Y

))
, (54)

where B0 is related to b0 via b0 = vec (B0). The same happens with Σ:

d1 = d0 + T S1 = S0 + y′y +B′0H
′−1
0 B0 −B′1H ′−11 B1 (55)

3.3 Gibbs Sampler

We will use a Markov Chain Monte Carlo (MCMC) technique, the Gibbs
Sampler (GS), to estimate the marginal posterior of β and Σ, using the con-
ditional posteriors as the transition kernel. It de�nes a probabilistic walk
through the joint posterior, following the �force� that underlies the condi-
tional posteriors. The idea is traversing (and integrating) the joint posterior
through the conditional posteriors (Casella and George, 1992; Kim and Nel-
son, 1999).
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Algorithm 2 Gibbs Sampler (GS) for BVAR models
Set number of GS e�ective draws, N , and burn-in draws, Nb.
Set initial condition: Σ(0)

Set hyperparameters: Θ = (λ, d0, S0)
for n ⊂ [1, N +Nb]

{ # Draw from the conditional posterior of β(
β(n) | Σ(n−1), y

)
∼ N (b1, V1; θ)

# Draw from the conditional posterior of Σ(
Σ(n) | β(n), y

)
∼ IW (d1, S1; θ)

# Post-burn sample
If n > Nb store β(n) and Σ(n)

}

Some comments are in order:

• The initial condition for Σ can be set by means of a preliminary VAR
model.

• The GS can be easily extended to generate at the same time forecasts,
plugging the MC algorithm previously sketched in the �Post-burn sam-
ple� block. In this way, we can generate the complete forecasting den-
stity taking into account all the sources of variability: parameters8, β
and Σ, and innovations Ut.

• The same procedure can be applied to the IRFs, canonical transforma-
tions, etc.

• The precise nature of b1, V1, d1 and S1 depends on the corresponding
de�nition of the prior, see the previous sub-section.

8Remember that, according to the Bayesian view, these parameters are random vari-
ables.
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3.4 Dummy speci�cation and the modi�ed Gibbs Sam-
pler

Alternatively, the information contained in the prior's structure can be imple-
mented by means of dummy (or arti�cial) observations. This alternative pro-
cedure is computationally convenient due to the smaller matrix dimensions of
the corresponding matrices with respect to the implementation through ex-
plicit conditional posterior distributions. Furthermore, this implementation
eases the use of probabilistic constraints that simultaneously a�ect several
parameters of the model.

We will present �rst how to implement the Minnesota prior (see Ap-
pendix A) and two additional priors aimed at extending its scope: the own-
persistence prior and the co-persistence prior.

• Minnesota prior

This prior is implemented by means of the following set of dummy observa-
tions:

yM =


01,k

1
λ1
diag (f1s

2
1 . . . fks

2
k)

0k(p−1),k
diag (s21 . . . s

2
k)

 (56)

and

xM =


1
λc

01,kp

0kp,1 Jp ⊗
(

1
λ1
diag (s21 . . . s

2
k)
)

0kp,1 0kp,(kp−1)

 , (57)

where Jp = diag
(
1λ3 , 2λ3 , . . . , pλ3

)
.

• Own-persistence prior

This prior, also called �inexact di�erencing� or �sum of coe�cients�, is cen-
tered around the constraint (Doan et al., 1984):

Φ1 + Φ3 + . . .+ Φp = I. (58)

This constraint can be implemented by means of the following set of
dummy observations:
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yop = diag

(
1

λop
z

)
(59)

and

xop =
[

0 yop . . . yop
]
, (60)

where z is the mean of Zt for the �rst p observations. The hyperparameter
λop controls the tightness of this stochastic constraint. The prior becomes
di�use if λop →∞ and tight if λop → 0.

• Co-persistence prior

This prior (also called �dummy initial observation�) re�ects the belief that
when data on all z′s are jointly stable at their initial levels, they will tend
to persist at that level (Sims, 1993). This prior leads to the following imple-
mentation:

ycop =

(
1

λcop
z

)
(61)

and

xcop =
[

1
λcop

ycop . . . ycop
]
. (62)

In the same way as in the own-persistence prior, the hyperparameter λcop
controls the tightness of this stochastic constraint. The prior becomes di�use
if λcop →∞ and tight if λcop → 0.

The extended model consists of stacking the dummy observations with
the data structured by a VAR(p) model:

y
yM

yop

ycop


︸ ︷︷ ︸

y∗

=


(Ik �X)
xM

xop

xcop


︸ ︷︷ ︸

x∗

β + u∗. (63)

Writing (63) in compact form:

y∗ = x∗β + u∗. (64)

The GS algorithm runs on the extended model (64) assuming a �at and
di�use prior.
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3.5 Application: BVAR modeling using BayVAR_R

In this section we apply some functions from BayVAR_R to a set of eco-
nomic time series studied by Tiao and Tsay (1989). The time series are the
monthly prices of �our in three U.S. cities (Bu�alo, Minneapolis and Kansas
City). The sample covers from 1972.08 to 1980.11 (T = 100). The data have
been thoroughly analyzed by Tiao and Tsay (and their discussants) to ex-
pose and analyze one identi�cation method for VARMA models (the Scalar
Components Model approach). Additional modeling is reported in Grubb
(1992). The (log transformed) data can be seen in �gure 13.

Figure 13: Flour price data
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We will estimate a BVAR model using a standard set of hyperparameters.
The prior combines the basic Minnesota prior with the own-persistence prior
and the co-persistence prior, all of them represented via dummy variables.
Estimation is performed by means of the Gibbs Sampler. To illustrate the
approach we have perfomed a canonical analysis based on the output provided
by the Gibbs Sampler. The following script implements the BVAR plus
canonical analysis.
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#***************************

# VAR

# Lag length

p <- 3

# Intercept

op_c <- 1

#***************************

# PRIOR

# Hyperparameters: Minnesota

lambda1 <- 0.20 #Global tightness

lambda3 <- 0.90 #Lag decay

lambda4 <- 1000 #Tightness on the intercept

# Hyperparameters: own persistence

lambda_own <- 0.75

# Hyperparameters: co-persistence

lambda_cop <- 0.50

# Shocks VCV matrix

S_ini <- Sigma_init(Z, p)

# Prior: mean for phi(i,i,lag=1)

phi_1 <- rep(1, k); phi_1

# Selecting combination

# 1 -> Minnesota only

# 2 -> Minnesota + own persistence

# 3 -> Minnesota + own persistence + co persistence

op <- 3

# Generating prior by means of the dummy variables method

prior <- dummy_combi(Z, p, lambda1, lambda3, lambda4, S_ini, phi_1,

+ lambda_own, lambda_cop, op)

#***************************

# GIBBS SAMPLER

Nburn <- 1000L #Burning sample

N <- 1000L #Effective sample

# Calling function

res <- bvar_dummy_gibbs(Z, p, prior, Nburn, N)

print('*** Elapsed time: ')

tictoc::toc()

#***************************

CANONICAL ANALYSIS

res1 <- canonical_gibbs(Z, res)
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Figure 14 represents the histograms of the Box-Tiao eigenvalues.

Figure 14: Box-Tiao eigenvalues
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The distribution of the maximum eigenvalue points out the presence of
a common trend responsible for the non-stationarity of the three time se-
ries. Additionally, the distribution of the remaining eigenvalues suggests
some cointegrating behaviour, possibly due to equilibrating factors that cor-
rect the deviations of the individual prices from their common trend. The
greater dispersion of the lower eigenvalues with respect to the maximum
eigenvalue, especially for the minimum, indicates also greater uncertainty
about the nature and existence of "stable contemporaneous relationships".

3.6 BVAR calibration

The determination of appropriate values for the hyperparameters is a critical
step in BVAR modeling. This process, called �calibration�, can be done in
several ways. Doan et al. (1984) proposed to calibrate the hyperparameters
according to the forecasting performance of the corresponding BVAR model.
In this way, for a given set of hyperparameters, a measure of perfomance is
evaluated using the one-step ahead forecasting errors and their corresponding
variance-covariance matrix. These errors are derived from an out-of-sample
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forecasting exercise. In this way, calibration becomes an empirical Bayes
process and may require heavy computations. Sims (1986) and Todd (1988)
proposed also numerical procedures aimed at computing the optimal set of
hyperparameters, re�ning this approach.

More recently, Giannone et al. (2015) proposed to treat the hyperparam-
eters as additional parameters in a hierarchical prior setting, determining
them by means of MCMC methods.

BayVAR_R calibrates BVAR models by means of the forecasting perfor-
mance criterion proposed by Doan et al. (1984), numerically implemented
using Genetic Algorithms (GA). In this way, calibration becomes closely
linked to the main use of BVAR models (forecasting) and follows the prac-
tice of succesful Arti�cial Inteligence (AI) methods, consisting of splitting
the sample in two non-overlapping parts: in-sample (for estimation) and
out-of-sample (for evaluation and optimization of the estimates).

GA are numerical methods aimed at solving large scale optimization prob-
lems. They are based on concepts drawn from evolutionary biological models
and are routinely used in �elds as diverse as robotics, game theory, opera-
tions research and algorithmic trading (Holland, 1975, 1992; Adler, 1993;
Mitchell, 1998). The basic setup is as follows. Consider a general problem of
constrained optimization:

maxλ ϕ (λ) s.t. λ ⊂ Λ, (65)

where ϕ () is the objective function (�tness function, in GA parlance), λ
is the vector of G instruments that are restricted to lie in a G-dimensional
space Λ.

In our case, the hyperparemeters of the prior for the BVAR model are
the instruments of the optimization program and the �tness function hinges
around a measure of forecasting performance.

GA de�ne a set of N candidate solutions (chromosomes, in GA parlance)
over Λ. Each component of a chromosome de�nes a speci�c value for a
parameter (gene, in GA parlance), satisfying the corresponding constraints.

Once an initial population of valid chromosomes has been created (e.g.
randomly) the GA combines iteratively three operators (selection, cross-over
and mutation) until convergence is achieved.

Selection operates as follows. The N chromosomes are evaluated and
sorted according to the �tness function. The sorted population is divided into
two parts: the N1 best �tted chromosomes survive and the remaning N −N1
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are removed. The fraction of survivors with respect to the population size
fsurv = N1/N is the key parameter of the selection operator and a balance
must be struck between avoiding the introduction of noise (high survival
fraction) and the e�cacy of the search procedure (low survival fraction).

The survivors have an o�spring that �ll the void left by the non-survivors.
The cross-over operator generates the o�spring, as a result of combining
two surviving chromosomes and mixing their genes. The cross-over operator
can be de�ned in many ways, depending on the selection mechanism of the
parents (e.g. by means of di�erent probability distribution functions), the
gene mixing process and the inclusion of additional constraints to produce
the o�spring9.

Finally, the new population is subject to mutation: each gene can be
changed according to a speci�c probability law into a new one. Again, a
balance must be struck between avoiding the introduction of noise (high
probability of mutation) and avoiding the GA to get stuck in a local optimum
(low probability of mutation).

The selection, cross-over and mutation operators are iteratively applied
until convergence is achieved. There are many ways to implement the concept
of convergence: running a �xed number of iterations, stability of the �tness
function, stability of the best performer, etc. To summarize, the GA can be
stated in the following way:

9E.g., adding an additional Simulated Annealing (SA) step (Adler, 1993; Gadomkar et
al., 2005)
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Algorithm 3 Genetic Algorithm (GA)
Set initial population: POP.
Until convergence is achieved {
For all chromosomes in POP {

• Compute �tness.

• Sort POP according to �tness.

• Selection(): keep the best performers and eliminate the worst perform-
ers.

• Cross-over(): combine the best performers to generate o�spring.

• Mutation(): for all genes in POP, modify λ randomly: λ← λ+ shock

• Enforce constraints: λ ⊂ Λ.

}
Check convergence.
Refresh POP.
}

We use Real Coded Genetic Algorithms (RCGA), a variant of GA spe-
cially adapted to the case in which the instruments are de�ned on a con-
tinuous basis rather than on a discrete basis. This adaptation avoids dis-
cretization and cumbersome coding operations, speeding up the computing
time required to apply GA and extending its range of application (Herrera
et al., 1998). In particular, RCGA adapts both the cross-over operator and
the mutation operator to cope with the continuous nature of λ, simplifying
at the same time their manipulation.

3.7 Application: BVAR calibration using BayVAR_R

Let us now apply the RCGA to calibrate a BVAR model for the �our data
analyzed in section 3.5. We use the Minnesota prior and generate the cor-
responding estimates by means of the Theil-Goldberger mixed estimation
procedure10. The next table presents the setting of the RCGA:

10The use of mixed estimation instead of the Gibbs Sampler may be considered as
a sort of �certainty equivalent� computation, setting the focus on the mean features of
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Table 5: Real Coded Genetic Algorithm (RCGA) setting

GA operator Function Code Value
Fitness ϕ = −trace(E ′E), being

E : kx1 the one-step ahead
forecast errors

Fraction for backtesting fback 0.33
Creation Population size N 1000
Selection Fraction of survivors fsurv 0.50
Mutation Probability: initial value π1 0.10

Probability: �nal value πH 0.35
Absolute size of mutation |∇λ| 0.25

Convergence Maximum number of
iterations

M 100

Alternative �tness functions are ϕ = −log(| E ′E |) and ϕ = −RMSE(E) :
kx1. The last case requires a weighting escheme to become scalar and be fully
operative in the RCGA. A special case of weighting is selection, whereas fore-
casting a single variable de�nes the metric for calibration11.

All the hyperparameters (global tightness, cross interaction and decay)
are constrained to lie between 0 and 1, except the tightness on the intercept
which is kept �xed at λc = 1000. Note that we can set di�erent constraints
on di�erent hyperparameters, re�ecting alternative views on their more likely
range. The following script implements the RCGA calibration of the BVAR
model.

the estimation process rather than on its full distribution. The main reason for this
simplifcation is the desire to keep computing times at reasonable levels.

11This case opens up the possibility for a double search: across variables (searching
for the best predictors of the target variable) and across hyperparameters (within each
combination of variables). Of course, this double search can be quite demanding in terms
of computing time.
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#***************************

# VAR

# Lag length

p <- 3

#***************************

# Real Coded Genetic Algorithm (RCGA) calibration

# Calling function

res <- calibra_genetic_algo(Z, p, max_iter, f_calibra, N,

f_survival, p_ini, p_final, shock_mutate)

Using the RCGA setting of table 5 and the constraints de�ned above, the
RCGA converged12 rather quickly (11 iterations), as can be seen in the next
�gure:

Figure 15: RCGA: Fitness across iterations
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The �nal rise in the �tness range re�ects the increased size of the shocks,
should mutation occurs. For large N , this increase does not a�ect the mean
or median �tness and it is an insurance against RCGA stucking around local

12Convergence is de�ned in terms of average �tness across iterations.
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optima, bumping the process away from them. The corresponding calibration
is summarized in the next table:

Table 6: Real Coded Genetic Algorithm (RCGA) calibration

λ1 λ2 λ3
Mean 0.10 0.78 0.49

Std. Dev. 0.05 0.09 0.19
Median 0.09 0.77 0.51
IQR 0.02 0.12 0.26

Figure 16 represents the histograms of the �nal population of hyperpa-
rameters.

Figure 16: RCGA: Final population of hyperparameters
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The RCGA suggests a low value for the global tightness hyperparame-
ter (λ1), a high value for the cross interaction hyperparameter (λ2)13 and a
medium value for the decay hyperparameter (λ3). According to the corre-
sponding measures of dispersion, this suggestion is made with high con�dence

13Although lower than 1
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for λ1 and λ2 and with lower con�dence for λ3. Finally, agglomeration around
the constraints is not visible, con�rming the prior range [0, 1] for the RCGA.

4 Conclusions

BayVAR_R provides a wide collection of funcionalities focused on BVAR mod-
eling, with an special bias towards their implementation in front-end applica-
tions routinely used by quantitative macroeconomic and �nancial analysts.
The package covers classical (frequentist) estimation, dimension reduction
(canonical and factor analysis) and Bayesian estimation using a variety of
methods: mixed (Theil-Goldberger) and Gibbs Sampler with or without the
dummy variables implementation. The main uses of BVAR models are also
covered by speci�c functions: forecasting (conditional and unconditional),
impulse-response analysis, forecasting performance and �tness diagnosis. Fi-
nally, calibration of the prior hyperparamenters is based on a large scale
optimization method (Genetic Algorithm).

Of course, there are many promising lines of improvement and develop-
ment. The systematic detection and treatment of outliers (marginal and
joint) is at the top of the list (Peña et al., 2000). The incorporation of mixed
frequency data structures (e.g. monthly indicators and quarterly macro ag-
gregates) is also very relevant from a practical perspective, especially when
dealing with nowcasting excercises (Cinadomo et al., 2020). Finally, struc-
tural identi�cation via sign restrictions (Arias et al, 2014; Fry and Pagan,
2011) is also a relevant line of development. Finally, from the view of soft-
ware design, deepening the use of functional programming and parallelization
will improve code readability and speed of execution, convenient features for
MCMC methods.

A Appendix: The Minnesota prior: Mixed es-

timation

Historical developments in the BVAR literature have moved from a vanilla
Bayesian interpretation (e.g., Litterman, 1984a) to a fully articulated Bayesian
formulation (e.g., Kadiyala and Karlsson, 1997)14. This development has

14The contribution of Litterman to the theory of asset managemet (Black and Litterman,
1990) has the same pattern: a remotely Bayesian interpretation that later coalesced in a
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provided a consistent approach to BVAR modeling and this is the approach
followed in section 3 but now, to get a complete picture of BVAR modeling,
we include what can be considered as a �simpli�ed� or ��rst-order� approach,
using the concepts of stochastically constrained estimation (Theil and Gold-
berger, 1961; Theil, 1963).

Let us consider the i-th equation of a VAR(p) model:

zi,t = ci︸︷︷︸
intercept

+

p∑
h=1

Φi,i,hzi,t−h︸ ︷︷ ︸+

own dynamics

p∑
h=1

k∑
j=1

Φi,j,hzj,t−h︸ ︷︷ ︸
cross dynamics

+ ui,t︸︷︷︸
innovation

. (66)

The Minnesota prior considers each of the four elements of this equation
in a di�erent way, according to the following principles:

• No explicit view on the role of the innovation.

• The time series are unit-root non-stationary.

• Own dynamics exert greater in�uence than cross dynamics.

• The in�uence of both own and cross dynamics decays as the lag in-
creases.

• The intercept plays an auxiliary role.

In this way, the Minesota prior assumes the following:

• Innovation

The critical parameter that de�nes the innovation, Σ, is considered as a �xed
quantity and no prior information is considered for it. It will be treated as
an additional hyperparameter and calibrated by means of univariate AR(p)
models: S = diag (s21, . . . , s

2
k) .

• Own dynamics
φi,i,h ∼ N (fh, vi,i,h) , (67)

Bayesian framework (Kolm and Ritter, 2018).
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where the mean re�ects the second principle:

fh =

{
1
0

h = 1
else

, (68)

and its variance the fourth:

vi,i,h = (λ1gh (λ3))
2 , (69)

where λ1 is the tightness hyperparameter that represents the con�dence of
the analyst on the prior: the lower (greater) λ1, the more (less) concentrated
is the prior around its mean. In addition, gh is a function that represents the
decay of the dynamic in�uence, usually a harmonic function:

gh (λ3) = h−λ3 . (70)

The greater (lower) λ3 it is, the faster (slower) the decay15.

• Cross dynamics
φi,j,h ∼ N (0, vi,j,h) , (71)

where the mean re�ects again the second principle and the variance the third
and fourth:

vi,j,h =

(
λ1Fi,j (λ2) gh (λ3)

si
sj

)2

. (72)

Apart from the ratio of variances that takes into account scale di�erences,
we have introduced an interaction matrix that is usually assumed to have a
simple form:

Fi,j =

{
1
λ2

i = j
else

. (73)

The interaction hyperparameter λ2 is bounded, 0 ≤ λ2 ≤ 1, and the
limiting cases re�ect decoupling, λ2 = 0, or a symmetric treatment of the
interacion between the k time series, λ2 = 1.

15Of course, we can use other functions that provide an alternative pro�le, like the
geometric funcion: gh (λ3) = (λ3)

h
0 < λ3 < 1. In this case, the greater (lower) λ3 it is,

the slower (faster) the decay.
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• Intercept
ci ∼ N

(
0, (λcsi)

2) , (74)

being λc an hyperparameter that plays the same role for ci as λ1 for
Φi,j,h . In many applications, λc→ ∞,re�ecting a di�use prior for ci
(�fth principle).

The Minnesota prior can be extended along many directions. We can adapt it
to stationary time series, replacing the fh = 1 in equation (73) by 0 < fh < 1,
or taylor it to consider blocks of variables (e.g. domestic variables vs world
variables), etc.

Of course, the price to pay for a granular representation of the hyperpa-
rameters that allows for idyosincratic e�ects is a reduction in the parsimony
of the prior structure and di�culties to calibrate it.

In the end, the Minnesota prior implies a normal prior for β:

p (β) ∼ N (b0 (f) , V0 (λ, S)) (75)

This distribution can be expressed as a set of stochastic constraints on β:

b0 (f) = Rβ + ζ (76)

with R = I and ζ ∼ N (0, V0 (λ, S)). Combining (28) and (75) we can
perform a sort of data augmentation in a similar way as adding dummy
observations: [

y
b0 (f)

]
︸ ︷︷ ︸

y?

=

[
Ik �X
R

]
︸ ︷︷ ︸

x?

β +

[
u
ζ

]
︸ ︷︷ ︸
u?

. (77)

Model (77) can be considered as a multivariate regression model and we
can estimate β by means of Generalized Least Squares (GLS), due to the
heterokedastic nature of u?. Dropping the dependence of β on the hyperpa-
rameters and imposing R = I we get, after some algebraic manipulations, a
formula to estimate it:

β̂? =
(
V −10 + Σ−1 ⊗ (X ′X)

)−1 (
V −10 b0 + Σ−1 ⊗ (X ′X)

−1
(X ′y)

)
, (78)

being its VCV matrix:
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Vβ̂? =
(
V −10 + Σ−1 ⊗ (X ′X)

)−1
. (79)

Equations (78) and (79) provide an analytical way to estimate β, cir-
cumventing the need to use numerical methods like MCMC. The advantages
generated by the analytical nature of this estimator are reinforced if we take
into account that, as long as the prior remanins symmetric across equations16,
(78) and (79) can be applied on a equation by equation basis.

The presence of b0 and V0 in equation (77) resembles the shrinkage com-
ponent of ridge estimators (Hoerl and Kennard, 1970), therefore highlighting
its role to ensure regularization and stabilization of the estimates.

Note also that both equations coincide with the moments of the indepen-
dent NIW prior presented in section 3. Finally, to make feasible the GLS
procedure, we can replace Σ by its VAR-based estimate or by S.

B Appendix: The Minnesota seasonal prior

BVAR models can cope with seasonality by means of a suitable extension of
its prior structure to deal with the increased (latent) dimensionality of the
time series. This extension can be done from the time domain (Raynauld
and Simonato, 1993) or from the frequency domain (Canova, 1992, 1993).
BayVAR_R includes some functions to implement the former prior, that can
be considered as a natural extension of the Minnesota prior.

In this way, BVAR models can be extended to cope with seasonal time
series, avoiding the need to perform a preliminary seasonal adjustment that
may distort the dynamic interactions among the series (Sims, 1974; Wallis,
1974; Maravall, 1993; Harvey and Scott, 1994).

The Raynauld-Simonato (RS) prior is centered around a set of random
walks with seasonal unit roots and a drift term:

(1− L)(1− Ls)zi,t = ci + ui,t, (80)

where s is the seasonal frequency.
The prior for the intercept remains the same as in the standard Minnesota

prior as well as the treatment of Σ as a �xed parameter. The prior for φi,j,h

16If the departure from symmetry is not large, the ine�ciency due to this uniequational
approach is negligible when it is compared to the full system approach.
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is modi�ed to take into account (80) and the distinction between seasonal
and non-seasonal lags. The modi�ed prior is:

φi,j,h ∼ N (fi,j,h, vi,j,h) , (81)

being the mean17:

fi,j,h =


1
−1
0

i = j h = 1, s
i = j h = s+ 1

else
(82)

and the variance:

vi,j,h =

λ1Fi,j (λ2) g
reg
h (λreg3 ) gseah (λsea3 )︸ ︷︷ ︸

gh

si
sj

2

. (83)

The decay function is splitted into two components: regular (or non-
seasonal) and seasonal. These depend on two hyperparameters: λreg3 and
λsea3 . The �rst function modulates the decay in the interseasonal lags:

gregh =


h−λ

reg
h = 1 . . . s− 1

(h− (s− 1))−λ
reg

h = s . . . 2s− 1

(h− (2s− 1))−λ
reg

h = 2s . . . 3s− 1
etc

(84)

The hyperparameter λreg3 controls for the rate of decay outside of the
seasonal lags, so that the larger it is, the faster the variance of the corre-
sponding parameter shrinks towards zero. This function operates like the
harmonic decay function of the Minessota prior with a reset at the seasonal
lags.

The second function controls for the seasonal decay, presenting a constant
pattern for non-seasonal lags:

gseah = (λsea3 )dh−1 (85)

where
17In matrix form: Φ1 = Φs = I, Φs+1 = −I.The lag length of the VAR model must

satisfy p ≥ s+ 1.
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dh =


1 h = 1 . . . s− 1
2 h = s . . . 2s− 1
3 h = 2s . . . 3s− 1

etc

(86)

The hyperparameter λsea3 controls the rate of decay between annual tranches,
so that the smaller it is, the faster the variance of the corresponding parame-
ter shrinks to zero. This function has a staggered aspect, keeping the degree
of variance reduction constant within each annual tranche.

To complete the prior, the additional constraint gs+1 = 1 is imposed in
order to treat Φs+1 in the same way as Φ1 and Φs . The interaction of both
functions allows us to consider a great variety of combinations of the regular
and seasonal dynamics, as can be seen in the next �gure:

Figure 17: Raynauld-Simonato seasonal prior: decay function

0 12 24 36

0.
0

0.
5

1.
0

λreg=0.1 λsea=0.1

Lag

0 12 24 36

0.
0

0.
5

1.
0

λreg=0.1 λsea=0.9

Lag

0 12 24 36

0.
0

0.
5

1.
0

λreg=0.9 λsea=0.1

Lag

0 12 24 36

0.
0

0.
5

1.
0

λreg=0.9 λsea=0.9

Lag

This prior can be modi�ed to considered speci�c seasonal patterns in
order to consider di�ering commonalities across regular and seasonal lags
(Nieto et al., 2016). Again, we �nd a trade-o� between ease of calibration
and �exibility.

The estimation of seasonal BVAR models using the Raynauld-Simonato
prior can also be accomplished by means of mixed estimation. Alternatively,
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we can adapt the Minnesota dummy observations structure and apply then
the Gibbs Sampler.

C Appendix: The NIW conjugate prior

The conjugate prior combines an informative prior both for β and Σ with a
dependency of β on Σ (Sims and Zha, 1998; Robertson and Tallman, 1999):

p (β | Σ) ∼ N(b0 (f) , V0) = N(b0 (f) ,Σ⊗H0 (λ, S)) (87)

and

Σ ∼ IW (d0, S0 (λ)), (88)

where the degrees of freedom are set as d0 = k + 2.
The matrix H0 (λ, S) is formed in a similar way as in the Minnesota prior,

with a diagonal structure formed according to:

vi,j,h =

(
λ0λ1h

−λ3 1

si

)2

. (89)

The matrix S0 (λ, S) is:

S0 = diag

((
s1
λ0

)2

,

(
s2
λ0

)2

, . . . ,

(
sk
λ0

)2
)
. (90)

At �rst sight, the di�erences with respect to the Minnesota prior may
seem minor but certainly they are not:

• The prior is strictly symmetric across equations, implying λ2 = 1. This
symmetry is reinforced by the use of the tensor product to generate V0.

• The prior conditions explictly β on Σ by means of the tensor structure
of V0.

• A new element of dependency between β and Σ appears, due to the hy-
perparameter λ0 that introduces a trade-o� between the con�dence on
the prior for β and the con�dence on the prior for Σ. This dependency
disappears if λ0 = 1.
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D Appendix: List of functions

In this appendix we present a complete list of the functions included in
BayVAR_R, organized according to the main topics covered in this document.
Unrestricted VAR (UVAR) models can be estimated according to uvar():

Figure 18: VAR estimation

BayVAR_R includes some functions to help in the speci�cation process (e.g.
lag length determination), as well as some auxiliary functions (e.g. forming
the matrix of lagged regressors).

Figure 19: Speci�cation and auxiliary functions

The next list presents the functions that BayVAR_R includes in order to
provide analytics both for VAR and BVAR models.
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Figure 20: Analytics

BayVAR_R includes some functions to diagnose the estimated models:

Figure 21: Diagnostics

The next list presents the functions that BayVAR_R includes to generate
forecasts (unconditional or conditional):

Figure 22: Forecasting

The core of BayVAR_R is centered around BVAR models, providing spe-
ci�c functionalities for prior generation, as can be seen in the next list:
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Figure 23: BVAR prior generation

BVAR estimation by means of mixed (Theil-Goldberger) estimation can
be accomplished using the bvar_mixed() function:

Figure 24: BVAR mixed estimation

BayVAR_R includes some functions to estimate BVAR models using the
Gibbs Sampler:

Figure 25: BVAR estimation via Gibbs Sampler

BayVAR_R includes also functions to implement the conjugate NIW prior18

18beta_gen_NIW() and sigma_gen_NIW()
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and the di�use prior19.
The next list presents the functions that BayVAR_R includes in order to

implement the Minnesota prior via dummy observations.

Figure 26: BVAR. Prior speci�cation via dummy observations (1/2)

The dummy observations structure can be adapted to the own-persistence
(or inexact di�erencing) prior as well as for the co-persistence (or initial
observation) prior. All of them can be combined with the Minnesota prior.
The next list completes the functions of BayVAR_R designed to cope with the
dummy observations structure.

Figure 27: BVAR. Prior speci�cation via dummy observations (2/2)

And, last but not least, BayVAR_R considers the issue of calibration using
Genetic Algorithms, as can be seen in the next list.

19beta_gen_diffuse() and sigma_gen_diffuse()
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Figure 28: BVAR Calibration
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